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Why simulate traffic?

« What if demand changes?

« Whatif a lane closes?

« What if drivers reroute?

Example visualization output from Ruth Traffic Simulator
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Why we need HPC
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Within a simulation Routing and rerouting
on a regional network

Distribute route requests across workers.

Run different configurations.

Across a study
Process and compare the outputs.

Computing time and storage for the whole study.
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What Ruth actually simulates

Mesoscopic simulation - Ruth's built-in 2D viewer
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Individual vehicles

Inputs: road network and
travel demand.

Congestion-dependent
speeds

Density changes the speed
on each road segment.

Rerouting during a run

Routes use updated
network conditions.

T
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The Central Bohemia Region use case

Central Bohemian Region (CBR), Czechia
Simulation network: 194,585 nodes - 478,517 segments

(ICHEC

936,000

Vehicles in the largest
configuration

~50 GB

Floating Car Data (FCD):

Vehicle movements and positions
Interactions

Routing Decisions
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How we use EuroHPC 222 LEXIS>

PlatForm

Local development and runs RETE =
Prepare scenarios and run small cases. Home > Simulations i

08 Dashboard

< Simulate
Direct batch jobs
Run configurations and campaigns v STATE
on the HPC systems. oiaaatan O seeess oo

Traffic-simulation-906ffa83-283e-4fc9-
e b208-b24bb1781849 suceess SEG

LEXIS front end

Karolina CPU - reported results

Configure and manage simulations. .
LUMI-C - campaigns and workflow checks

Available at: ruth.lexis.tech
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Simulation progress in the same time budget

Simulated time reached (s) - ~22-minute budget - 2 Karolina CPU nodes

CBR - ZeroMQ + GV optim.
CBR - MPI + GV optim.
CBR - ZeroMQ

CBR - MPI

Scenario and Code Base

Boston - earlier version

20 30

Simulated time reached (s)

GV optim. = GlobalView optimisation - End-to-end comparison of different workloads
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Inspecting simulations in FLOREON+

Floreon"
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o * Where does
E. congestion form?
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ol  When does it
o, appear?
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e, s : , «  What changed
- S 0.079035 0648 wemmmns wasué’m g46im | Y= 6474042 m ,’::o between runs?
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Available at: floreon.eu
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Next steps for Ruth

« Validate against observations

Counts, travel times and congestion patterns.

- Make models easier to exchange

Clear interfaces for demand, traffic flow, routing and output.

« Extend to nationwide studies

Carry the scenario and analysis workflow to larger networks.
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Thank you!

Questions?

Paulo Silva, Pavlina Smolkova, Radek Furmanek,
Joao Barbosa, Matej épet’ko, Emanuele Vitali,
Katefina Slaninova, Jan Martinovi¢

paulo.silva@vsb.cz
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LBFAST

A Lightweight Moment-Represented Lattice Boltzmann
Solver for Multi-GPU Architectures

M. Lauricella, A. Montessori, G. Amati, F. Spiga, A. Tiribocchi,
M. Bernaschi, S. Succi
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Motivation and Context

* Single-component CFD: turbulence, complex flows, and
large 3D simulations still require high spatial resolution
and long time integration.

(ICHEC
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¢  Multicomponent / multiphase flows: droplets, bubbles,
emulsions, interface dynamics, breakup and coalescence,
porous and process flows.

*  HPC motivation: modern GPU CFD is often limited by
memory capacity and bandwidth; VRAM is a critical and
expensive resource.

* Need for lightweight methods: reduce stored variables
and global-memory traffic to enable larger domains,
faster runs, and more affordable simulations.

@‘ Goal: accurate CFD for mono- and multi-component
flows with lower VRAM footprint.
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Lattice Boltzmann
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Lightweight LB

Standard LB stores populations and derives moments; Lightweight LB
stores moments and reconstructs populations only when needed.

VRAM footprint for 5123 in FP64 with D3Q27

2x27+4=58 arrays
158 GiB]

(p*: Uq, aieq,a[y’)
2x10=20 arrays

20 GiB|
65.5% lower VRAM footprint
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Minimum Hermite representation for LB:

2"%order Hermite expansion

Hl(o) =1, Hl(;) = Ciaq» Hl(jg (cmciﬁ — C§5aﬁ)
is sufficient to recover the weakly compressible Navier—Stokes equations
dp

E+V-(pu)=0

d(pu) LV (ouu) = —Vp+ V- (pv [Vu + (VU)TD +F

ot

F=F9+F + .- FS=V-[c(I-n@ n)]
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Proceedings of the fourth EuroHPC User Days 2026

LBFAST: A Lightweight Moment-Represented Lattice Boltzmann
Solver for Multi-GPU Architectures

LBFAST at glance

GPU IMPLEMENTATION

PARALLELIZATION

MPI

T

i
’—t *

FP64 / FP32

.

L

Mixed (FP32 storage / FP64 computation)

/

; s
C e Fortran + CUDA | “?;\._/‘lll « 1D/ 2D / 3D domain decomposition
¢ Single- and multi-GPU !\?F [/ ] ’ GPU-aware communication
S < J/[,-
A ~ « Collective MPI-IO
N\ Y
' I
L. PRECISION MODE ° VELOCITY SETS & RECONSTRUCTION
7 | N | —_
‘ A e FPB4 (double precision) .—~.—. + D3Q19
, _ __ | \ / « D3Q27
/ e FP32 (single precision) ool _o
-_.__‘. ¢ 2nd-order {(minimal)

High-order reconstruction (up to 27 moments
with D3Q27)

S

-

d

*
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OCK-Structurea in acn reld array 1s a arra ouple pburtering wi I 0
1) Block-structured in 3D 2) Each field array is a 5D array 3) Double buffering with flip / flop
thread-block tiles . separate arrays, same layout
[ hfields(i, j, k, field, block) } (sep ys, yout)
- Input / read (flip)
A -~ One tile (block) i . .. .
= CUDA thread block ‘ (TILE_DIMy, TILE_DIMy, TILE_DIMz, nhfields, nblocks) ’ { hfields_flip(i, j, k, field, block) ]
K C ) Swap roles
field = 0 ... nhfields — 1 o7 Sl
/ K (physical fields) Output / write (flop)
Y
I ok =0 rblodke - 1 [ hfields_flop(i, 7, k, Field, block) ]
; s Eomeing s e i) Flip and flop have identical 5D layout.
+ 3D tiles match CUDA thread blocks Local coordinates They are TWO S.EPARATE arrays —
* Block-structured storage for coalesced access inside a tile \. not a dimension of the array. J
e N
» Each il tains TILE_DIMy = TILE_DIM, x TILE_DIM N i
Ia?r;ce Iniggg FEE B Outer dimensions (field, block) select which field —@— j 3D thread‘-blloc.k t'|e§ on the GPU
and which tile; 1, 7, k index within the tile. a-h 5_D s (2 ﬂ‘_ﬂd’ it
v~ flip / flop = separate input/output arrays
L )L y Key takeaways | ayout maximizes locality and bandwidth
.

The layout is designed so that memory organization matches the thread-block geometry used by fused Ib_kernel.
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on-the-fly population reconstruction, shared-momory gather, and moment accumulation
/ . - \ ( - - \ ( \
1) Thread organization 2) Per-direction update (loop over I =1...Q) 3) Memory strategy
10 columns (x) Global memory (HBM)
w | ® ®© ® ® ®
a0 « write moments_flop only at the end
threads 4 « no full population arrays stored
{1-cell thickness) \_
—> — — > —» Z —> ¢
3 . |
» active .
5 — reconstruct  store f; _ syncthreads() active threads  accumulate __syncthreads() =] edbee
= (88 block) post-collision  in shared gather neighbor contribution  and advance = : Iocil accumu(lg;t)orsi
L] population f;  memory value(s) from into tol + 1 - P, Ua, Ogapap
HEER from (tile + halo) shared moments_flop L » current reconstructed f; )
) ) moments_flip
tife loaded in shared memory t J ¢
Shared memory )
B active block (8x8 threads) repeat for next » temporary storage of one
propagated population f;
} - - - - - - = on tile + halo
B icel halo | - reused at each direction

4= gather directions (from neighbors)

| one population
I at a time
R Sy Sy S S —

‘ [ moments_flop += contribution from f; } I

HBM stores moments only;
shared memory halds ane population at a time.

e
. /s
_/Q\_

S
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Nsight Compute reference rooflines — NVIDIA A100-SXM-64GB
FP32 20.005 TFLOP/s | FP64 10.003 TFLOP/s | HBM 1.657 TB/s

— D3Q27 FP32
o Al 29.49 | 8.48 TFLOP/s
9 101 .
™ 1 ‘ B
= D3Q27h FP32

D3Q27 FP64 Al 100.17 | 9.95 TFLOP/s
8 Al 17.06 | 4.85 TFLOP/s
= e
©
E Precision / roof
"g D3Q27h FP64 == FP32
] Al 13.12 | 4.29 TFLOP/s .~ —@— P64
a.

D3Q19 FP64
Al 11.90 | 4.55 TFLOP/s

Stencil

O D3Q19

O D3Q27

A D3Q27h
100 u u u T T T T L | T T T T T T y T
100 10! 102

Arithmetic Intensity [FLOP/byte]
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Weak scaling — D3Q27 single component 890 GLUPS | 96.7%
1D MPI decomposition | FP32 vs mixed precision vs FP64
—
&
= 8007 (o= Fr32
(-DI —-9— Mixed (FP32 storage / FP64 compute)
= -8 FP64
8 —-==- |deal scaling
g 600 586 GLUPS | 98.0%
£
o 517 GLUPS | 96.9%
Y
@
o 400 A
Q
)
©
(o))
'
m 200-
o))
¢
=~97-98% weak-scaling efficiency at 512 GPUs
0] T

1 64 128 256 512
Number of GPUs
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Weak scaling — D3Q27 single component
800 3D MPI decomposition | FP32 vs mixed precision vs FP64 777 GLUPS | 87.8%
—@=— FP32
—— Mixed (FP32 storage / FP64 compute)
—8— FP64
600 - ——=- Ideal scaling

515 GLUPS | 88.9%

Aggregate performance [GLUPS]

400 445 GLUPS | 87.4%
200
=87-89% weak-scaling efficiency at 512 GPUs
0- T

T

8 64 128 256 512
Number of GPUs
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Validation cases

* One-component Taylor-Green vortex () GOVERNING SETUP
in a 5122 cubic box x=[2n(i-DI/N, y=[2rn(-DI/N, z=][2n(k—-1D]/N.

a yd4o07 u, (x,y,z) = Uy sin(x) cos(y) cos(z),
[ 2:7_ uy(x,y,2) = — Uy cos(x) sin(y) cos(z),
1567 uz(x,y,2) =0,
2
(S p(x,y,z) = 11]_2 [cos(2x) + cos(2y)][2 + cos(2z2)].
5e-8
o Iﬁ VALIDATION QUANTITIES
o E@) _ s _2m _ {uqity)
_?ej £(0) = exp(—6vk“t), k= = E(t) = T
_15e-7 Q=05 (”-Qllz - “5”2)
— -2e-7
L 24607 [ ! Relative error ~ 1.3 x 1073
N

¥
RE2026.EU FE *J33
ELAND2026.EU EEES. 233 il

(ICHEC
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numerical
analytical - -
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Validation cases

Two-layered Poiseulille flow

¢ Analytical benchmark for stratified laminar channel flow.

¢ Two superposed fluid layers with different viscosities.

e Steady velocity profile compared against the exact solution.

¢ Excellent agreement in the bulk; discrepancy localized
at the diffuse interface.

o Largest relative error at the interface ~ 4.18 x 102
A AL T S A A AL
[P

—-dp/dx
(or body force)

- L .

@}' Validates viscosity coupling and
interface-consistent momentum transport.
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Two-component model

Conservative Allen—Cahn + force coupling

(ICHEC
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Phase-field transport Momentum equation and extra forcing
0t +uy0qp =D 0,0,¢0 + Sy 0. (puy) + dg(puqug) = —d,p + dp [pv (Opuq + aauﬁ)] +F,
_ s b P %
P (f) Fg = Hep o
4D 1
ng = ﬁ, = 7 Hp =48 0(p-1) (p—3) - xV?¢
F§ = —p*ci dap
interface-compression source term counteracts numerical 2
diffusion and preserves a sharp interface F; =vaw Csz a;(e;’aﬁ app
v
Property reconstruction
120 oW
p(P) = pr + ¢(py — p1) v(p) = v+ ¢vg —vp) B = =

Used in the LBFAST multiphase extension.
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Summary and perspectives
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Summary

Moment-represented LBFAST enables a
compact GPU-friendly formulation.

Block-structured data layout and fused
kernels reduce memory traffic.

Shared-memory tiling handles non-local
reconstruction efficiently.

Roofline analysis shows compute-oriented
behavior, especially for D3Q27 / D3Q27h.

Strong weak-scaling behavior was
demonstrated up to large GPU counts.

Perspectives

Further reduce register pressure and
improve occupancy.

Integrate the phase-field evolution via
moment-represented LB.

Enlarge validation and production-scale
benchmark campaigns.




| ﬁ

i iinn Breisoideachais agus Ardaideschais, 'ﬁi %
EurofiPC — Dublin Ireland |ESEEmEET  (ICHEC AVmmea., & 5

User Days 22-24 September 2026

Thank you for your attention

Questions?
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Backup slides
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) tate at ¢ ' @ LB/ Navier-Stokes step @) Phase-field update
h"™ :hydrodynamic | _ (executed first) (executed after LB) i N
moments 0 Halo /
¢™ : phase field fused_LB_cuda(h”, h""', ¢") [EESW update_phifields(h”, ¢, ¢"*") | IR IR CICIED
" v,
1
'l' Lightweight LB update finite differences + explicit Euler exchange ¢™*"
\ S
il
From ¢ produces A" produces ¢
o($), v(9) L ) )

interface geometry
surface-tension force F*
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Ty 4 N
B00% [
| e D3Q19 FP32 — compute

80% | 733% already dominates over memory
= 60% | . SO . (R S e D3Q27h FP32 — 73% compute
2 ! utilization, only 6% DRAM —
N 40% | 36.4% strongly compute-oriented
=
= 20% | A7 : S o D3Q27h FP64 — compute =

memory, but DRAM only 20% —
0%

latency/cache-local traffic
D3Q19 FP32 D3Q27h FP32 D3Q27h FP64 rather than HBM saturation

I Compute throughput [l Memory throughput [l DRAM throughput

@ 64-register cap used to preserve occupancy; register spilling is being investigated for the high-order FP64 kernel. J
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Baseline discussion — which comparison is fairer?

Backup slide: representative A100 throughput from reported sources

-

Code

Numerical model / storage

Representative A100 throughput
(qualitative comparison)

FluidX3D

(M. Lehmann et al.)

Population-based, highly optimized
mixed-precision GPU LBM

Different model
Not a fully fair one-to-one baseline
(single-phase, different physics)

acclLB

(A. Montessori et al.)

Regularized LB + phase-field,
population-based, OpenACC

Fairer baseline
Same physical model and
single-phase LB approach

LBFAST
(this work)

Moment-represented LB,
reconstructed populations, CUDA Fortran

Qualitative comparison target
Same physical model and
single-phase LB approach

— -

Take-home message

¢ FluidX3D uses a different physical/modeling approach and is not a fully fair one-to-one baseline.

@ acclB is the closer algorithmic baseline for LBFAST.

4 Direct throughput rankings alone are not enough: stencil, collision model, memory footprint, and scalability also matter.
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Strong scaling — D3Q27 (fixed global domain: 5123) 4 N
® Efficiency decreases
One decomposition per GPU count; selected from best one-component FP32 D3Q27 throughput okl sesting monotonically as

............................................................................................................................................. communication becomes
dominant at larger
GPU counts.

® One-component runs retain
the best efficiency;
two-component cases scale
slightly worse due to the
heavier workload and
communication overhead.

Parallel efficiency [%]

@ FP64 remains competitive

20 , = and, for this D3Q27 dataset,
Precision Benchmark S~o h Talii Tl
m=——=FE32: —o0— one-component .‘~-_ = 10.5% shows s 19 ty Ig er
— FP64 -0~ two-component ‘I—_____I 3.;3 efficiency than FP32 at
0 . . . . . . . . large GPU counts.
1 2 4 8 16 32 64 128 256 512

Number of GPUs \ J
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Stable energy per lattice update across GPU count
( I I \ t
25 A A ® Measurement method: NVIDIA Management
‘ i Library (NVML)
Velocity set
250 - 0 D3Q19 - ® Total energy was obtained from the difference of the
| ‘ ; D3Qi7 e cumulative counter returned by
225 i s s, ‘ axpevecszaresersonseo| Lo vyl ceeres ecreraresesceo - "nvmliDeviceGetTotalEnergyConsumption”
o | D302?h between the beginning and the end of each run.
2 200 | | )
‘—C_~, ® Definition: "nJ/LUP = E_tot / N_LUP"
175 - B ® With"N_LUP=L_x_L y L z N_t"
LIS [ VRN S T N ® The energy per lattice update remains
—— ' ' approximately constant up to 512 GPUs.
125 . N e i . ® D3Q19 is the most energy-efficient velocity set.
1 i i i ‘ i i
64 128 192 256 320 384 448 512 ® D3Q27h has the highest energy cost per update
because of the larger reconstruction workload.
number of GPUs
. AN v
2
@ Good weak scaling is accompanied by a stable energy footprint.
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UNIVERSITY OF BARCELONA

A research-intensive university at the heart of ;
Barcelona ‘ 2 s A

Founded 1450
Over 575 years of academic history

60,000+ Students €196 M

Research funding secured
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6)47 research staff SN WORLD
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ARTIFICIAL INTELLIGENCE AND
BIOMEDICAL APPLICATIONS (AIBA)

“Consolidated” Research Group

Advanced ML/DL & CV
algorithms focusing on

Formed by 8 Doctors (Full

e Our portfolio contains >60
?

research projects, >50

professors and Assistant Data-Centric Deep
. . e e technology transfers, 25
professors) in Computer Learning, Probabilistic . .
. . . . international patents and
Science with more than modeling, Generative Al, 2 spin-offs
30 PhD students Explainable Al P
J J
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OUR RESEARCH

From fundamental Al methods
to scalable, reliable solutions for real-world domains

Data-Centric Al Representation Multimodal &
Learning Generative Al

3D Vision &

Understanding Imaging

E{:"::: EuroHPC User Days 8 UNIVERSITATo: Coeremciting 5
EuroHPC ARCELONA Center

Joint Undertaking Centro Nacional de Supercomputacio




THE PROBLEM



HYPOTHESIS

Better data
+ > Simply bigger

Better learning models

Better Data
Scale and improve the data, not only the model
Better Representations
Learning transferrable representations
Better Adaptation
Remaining robust to imperfect data

EE;Z'EES EuroHPC User Days UNIVERSITAT e
EuroHPC i+ BARCELONA

Joii
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OBJECTIVES

\V/

4 )

Scale the data

Autonomously generate
and curate a diverse,
domain-specific and
cross-modal food
dataset.

\'4

4 )

Scale the learning

Develop
computationally
efficient self-supervised
learning strategies that
exploit large-scale

- J

unlabelled data.
N J

4 )

Scale the
adaptation

Efficiently adapt
pretrained models to
real-world food data,
including imperfect and
noisy data.

- J




OUR ALLOCATION

6 MareNostrum 5
Months ACC

/
4x Nvidia Hopper GPU

with 64 HBM2 memory

32,568

Node Hours Execution Period

EuroHPC Al Factory for Science & Collaborative EU Projects
Proposal EHPC-AIF-2025SC01-047
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SCALABLE
AUTONOMOUS
DATASET
GENERATION AND
CURATION
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“We scale models.
But what about
scaling the data?”

TOWARDS AUTONOMOUS
DATA-CENTRIC Al

Building domain-specific datasets at scale still
requires substantial manual effort in concept
definition, collection, cleaning and annotation.

Precision-at-Scale (PaS) shifts data scaling
from a human annotation problem
to a computational scaling problem.

11



PRECISION-AT-SCALE

; Stage 1 N\ Stage 2 N/
|

LLM-Guided Concept Discavery Domain-Specific Image Collection

Unsupervised Curation

Stage 3 \

Prompt

'l-! ? .
s L g2
. (v
B R
*@! Lsymih Tret
L?__._I
Bank of

L concepts B / g\& Raw Dataset T —/ \\_

-

np dp | y s
I 0 | m arget size

Final Dataset _)

Domain Concepts Raw Curated Syn /
Images Dataset Real
Food 3.3k 1.6M 1.2k 60/40
Birds 5.0k 1.5M 1.2k 45/54
Insects 16.6k 2.5M 1.9k 90/10

€

T

g'.mj EuroHPC User Days | UNIVERSITAT»: ( ‘s‘ﬂ";j::,';:p"‘ing
Jnml{EgeHngg “uL+ B A R C E L O N A g;’r'r:elvraclona/ de Supercomputacio

il

LLM-guided
Domain concept
discovery

Starting from “just”

domain name and a

brief description, we

discover a concept
bank

([

Domain-specific
Image Collection

Large-scale image
retrieval from web-
scale databases and
synthetic data
generation

o
<>,
Autonomous
dataset curation

Eliminating redundant
and filtering out-of-
distribution images

through system-
curation techniques

Rodriguez-de-Vera, Jesus M., Imanol G. Estepa, Ignacio Sarasua, Bhalaji Nagarajan, and
Petia Radeva. "Precision at scale: domain-specific datasets On-Demand."
Pattern Recognition (2025): 112236.

12



IITIT Scaling PasS to millions of images

HPC-scale workload transforms dataset curation into

T compute-intensive workload.

HPC IMPACT

representation learning  Hrc-class GPU acceleration.

Large-scale FAISS similarity

Memory'intenSive search, deduplication and OOD

filtering demand high GPU
memory capacity and bandwidth.

H igh_throughput Generating CLIP ViT-H/14
& embeddings at scale requires

search & curation

t scale,

data curation itself becomes
an HPC problem.

Multi-node parallel processing

Distributed chlqbility enables Pas to scale efficiently as

dataset size grows.

Et E EuroHPC User Days m UNIVERSITATo: ( Coeremciting 13
JEu er "lL+ B A R C E L O N A g;’r'r:elvraclonal de Supercomputacio

(L0




RESULTS AND IMPACT

J Demonstrated a scalable data-centric alternative to

manually constructed datasets. ~ Hugging Face

d PaS-Food moved beyond an internal dataset and All Models and Datasets are
supported the Dishcovery Challenges at CVPR-MetaFood openly released
Workshop 2025 and 2026.

[ Received “RES OUTSTANDING PAPER AWARD?” Dishcove};y:
. . etaFood Challenge
at the 19th RES (Spanish Supercomputing LT

Network (RES)) Users Conference 2025.

Dishcovery ”
Mission Il
VEMs for Food
Understanding  *
[CVPR'26]

14 eFt T a3,
ER:- N CuroHPC User Days
EuroHPC
Joint Undertaking

UNIVERSITAT e ::;er’c‘;':pumg
i+ BARCELONA Center
Centro Nacional de Supercomputacion|
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ADVANCING
EFFICIENT
REPRESENTATION
LEARNING



“Can we learn
better from all that
unlabelled data”

y_ £
"1(‘;);‘ o437 ¢.3144%
A5

FROM SCALABLE DATA TO
SCALABLE LEARNING

More data is only useful if we can learn from it efficiently.

PaS showed that better, domain-specific data gives
us better representations.

Here were ask how we can make learning those
representations substantially more efficient.

The challenge is not only scaling SSL
but making SSL efficient enough to scale.

16
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REPRESENTATION LEARNING

Learning meaningful and transferable visual

representations from large-scale unlabelled data.

17

Contrastive SSL Semantic Unified SSL

Learn discriminative

Semantic codebooks learning

representations by constructing discriminative and generative

All40ne / Mending Neighbours

(Iccv’23)

representations
LEASE (CVPR’26)

Unified SSL

Combine contrastive
representation learning and token-
based image generation

Sorcen (WACV’26)

Pretraining Food-101 FoodX-251
ImageNet-1K 56.4 43.2
Food-2K 65.4 50.6

PaS-F 77.3 61.9 /

PaS datasets are effective SSL pretrg'n/ers!!!!
More results reported in the article

earn MORE
abel LESS

X9 B CuroHPC User Days B UNIVERSITAT» Barcelona
i+ BARCELONA Center )
Joint Undertaking Centro Nacional de Supercomputaciony
I 1 \




JUNE 3-7, 2026

DENVER
COLORADO

18

Semantic
Dictionaries

Paired semantic
codebooks organize
visual information
into discriminative
and generative
tokens.

Semantically
Aligned
Representations

Allow semantics
learned for
understanding to
guide generation.

LEARNING FROM SEMANTIC
DICTIONARIES (LEASE)

Unified Learning

A single framework
jointly learns visual
representations +
image generation.

Efficient Design

Operates in a
discrete token space
without online
tokenizers, teacher
networks, or
extensive
augmentations.

Can a single representation learn to both
understand and generate images?

3|8|78

Visible
Tokens

2293|111

13|67|23
Discriminative

Tokens

22,
—»

Visible vy
Tokens

L Contrastive

4

(e

Binary ;
Mask g
4513|112 D
55[77|33| —>» |55|77
11|90|87 D|p|D
Generative
Tokens

l

M
55| —»

<o)
m 8 | @ | & P|P|P
Encoder| —» [es| —» [e|es|@g|—» | Decoder|—3|55/77| 2
m ap|ep|ep P|P|P
Reconstruction Masked Token
Canvas Prediction
'cReconst-mction < l

e

/ S

Estepa, Imanol G., Jesus M. Rodriguez-de-Vera, Bhalaji Nagarajan, and Petia Radeva.

"Learning from semantic dictionaries: Discriminative codebook contrastive learning for unified visual

representation and generation.”

In IEEE/CVF Conference on Computer Vision and Pattern Recognition, pp. 22456-22466. 2026.
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Millions of unlabelled images x

La rge -SsScd Ie SSL repeated pretraining experiments

HPC IMPACT

ViT-L training requires large
aggregate GPU memory and up to

A Lqrge Batch Sizes 64 GPUs / 16 nodes in the

targeted setup

PyTorch 2.0 + FlashAttention v2
Efficient GPU Trqining maximize GPU utilization and

reduce memory overhead

t volumes,
learning better representations — High-bandwidth multi-node
. . t . . o o communication enables
eff|C|entIy becomes an HPC s DIStrIbUted Trc"nlng approximately 32.5 h / training
challenge. run in the targeted configuration

e
EEE' 3
EEL

EEY

e,

B o Barcel
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RESULTS AND IMPACT

48.7%

JUNE-7,206 | D L EAS E
DENVER |
- LEASE is faster than MAGE

0 Paired semantic codebooks enable simultaneous
discriminative and generative representation

learning
U No online tokenizer - No teacher network - Reduced P ; h
augmentation dependence ~7h GPU hours

precomputation 1// ~951 GPU hou
overhead for

O Frequency-Aware Representation Learning
COLORADO

O Better fine-grained representations under domain
shift

(J Redundancy-Reduced MAE > 82%

L Better representations with less computation
RRMAE vs Hydrid SSL SoTA

20
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SCALABLE
DOWNSTREAM
MODELS AND
APPLICATIONS
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T BT

“Can we adapt
reliably when
downstream data is
imperfect?”

EFFICIENT & RELIABLE
ADAPTATION

Powerful foundation models are only useful if we can
adapt them efficiently and reliably.

Here we ask how we can adapt these models efficiently,
while remaining robust to imperfect real-world supervision.

The challenge is not only adapting large models,
but making adaptation efficient and reliable enough to
scale.

22



SCALABLE DOWNSTREAM ADAPTATION

T PEFT |}

qua.rrjeter- Vision-Language Sc.alable . reduces training cost
Efficient Models Experimentation b he si £ th del —
Adaptation ut not the size of the mode
Large VLMs such as EVA-CLIP (~5B)
Adapt large Develop adaptation Exploit pretrained Evaluate impose substantial VRAM requirements. /
pretrained models strategies robust to visual-semantic adaptation across . —

by optimizing only
a small fraction of
their parameters.

noisy and
unreliable
supervision.

knowledge rather
than training task-
specific models

models, datasets

and configurations.

PEFT reduces what we train
HPC determines what we can explore. -

from scratch.

23 et M3
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RESULTS AND IMPACT

d MART
"CVPR™ .. Efficient Domain Adaptation of PaS
v 0 Real-world noise is not homogeneous:
COLORADO datasets contain both mislabeled in- ] ]
distribution samples and open-world outliers Dataset SIgLIP  SigLIP + PasS A
: : : 70. 71. +0.5
L Disentangle noise mechanisms + anchor- cus 8 3
routed training rather than treating every iNat Birds 82.6 829 +0.3
unreliable sample identically Birds 20.0 707 407
J DP-SEP Food-101 89.7 201 +04
BMVC L PEFT can still overfit incorrect labels when Food-2K 93.9 94.2 +0.3
2025 downstream supervision is noisy 7 T~

0 , _ A small amount of domain-specific data
Use dual-polarity prompts + stochastic further improves a large pretrained VLM.

entropy perturbation to improve robustness
during VLM adaptation % \
24 C EuroHPC User Days ‘ UNIVERSITAT» gp o uting
EIII‘OHPC "H' BARCEL O N A Gen mr: Nacional de Supercomputacicn|
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SUCCESS CASES: EUROPEAN PROJECTS

* Validithi: Based on LogMeal - a HealthApp and API in the cloud that is able to
automatically recognize and analyze food from images.

7 ; UNIVERSITATox N - =
¥ umes  F UnpEnsTa “XNestie  Fove?

* Musae: Multisensory User-centred Solutions for Accessible Environments
based on Al, Robotics and Wearables

e, &8 Un
5 oo Al MANCHESTER
L MILANOG 1863 Tl BARCELONA @ -

* Nestore: FOOD intake monitoring for malnutrition prevention in elderly

@I e eweat fy "t flex

* Greenhabit: Greenhabit: a serious game to promote change behaviour

@ Digital ||| [nggé ]ESL‘IB?;]FA .§reenh0bit

* Diacare: mHealth app to assist diabetic patients

@ M Unnessona BYS CRUP

eurostars”



http://drive.google.com/file/d/1DOK9N894gtQf5yQf-ppPE7-LYlAeWvEQ/view

SUMMARY



FROM HPC SCALE TO EFFICIENT Al

+* Better Data Towards
Use HPC to create and curate better data
Scalable

Use HPC to learn better representations while designing EfﬁC|ent
algorithms that require less compute Reliable

% Better Adaptation >

- o | | | Visual
Efficiently specialize foundation models without expensive )
full-model retraining UnderStandlng//

/7

*%* Better Representations




WHAT COMES NEXT?

From domain-specific Al — Tran-sfer data—centrlc The next frontier
general-purpose, scalable learning to challenging ] ]
& reliable Al scientific domains. requires scaling not

only models
but data, modalities,
Continue building datasets, domains and

benchmarks and experimentation.
community challenges.

Scale representation
learning to settings with
limited supervision, noise

and distribution shifts.

E(."’ * ,‘53 o
EEE'.,A?; EuroHPC User Days UXIVERSITAT“ ( Comeroamputiog 28
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THANK YOU

Prof. Petia Radeva
Dept. of Mathematics and Computer Science
University of Barcelona

petia.lvanova@ub.edu



	Paulo Silva - EuroHPC_User_Days_2026_paulo_silva_final
	Slide 1
	Slide 2
	Slide 3
	Slide 4
	Slide 5
	Slide 6
	Slide 7
	Slide 8
	Slide 9
	Slide 10

	Marco Lauricella_LBFAST
	Slide Number 1
	Slide Number 2
	Slide Number 3
	Slide Number 4
	Slide Number 5
	Slide Number 6
	Slide Number 7
	Slide Number 8
	Slide Number 9
	Slide Number 10
	Slide Number 11
	Slide Number 12
	Slide Number 13
	Slide Number 14
	Slide Number 15
	Slide Number 16
	Slide Number 17
	Slide Number 18
	Slide Number 19
	Slide Number 20
	Slide Number 21
	Slide Number 22
	Slide Number 23
	Slide Number 24

	3. Petia Radeva eurohpc_user_days_2026_aiba
	Towards �Scalable Visual Food Understanding �through �Data-centric Deep Learning
	About US!!!
	University of Barcelona
	Artificial Intelligence and Biomedical Applications (AIBA)
	Our Research
	The Problem
	Hypothesis
	Objectives
	Our Allocation
	Scalable Autonomous Dataset Generation and Curation
	Towards Autonomous �Data-CENTRIC AI
	Slide Number 12
	HPC Impact
	Results and Impact
	Advancing Efficient Representation Learning
	From Scalable Data to Scalable Learning
	Representation Learning
	Learning from Semantic Dictionaries (LEASE)
	HPC Impact
	Results and Impact
	Scalable downstream models and Applications
	Efficient & Reliable Adaptation
	Scalable Downstream Adaptation
	Results and Impact
	Success cases: European projects
	Summary
	From HPC Scale to Efficient AI
	What comes Next?
	THANK YOU


